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Abstract :  Pedestrian detection remains a safety-critical perception task in autonomous driving, intelligent surveillance, and 

smart transportation, yet conventional visible-spectrum detectors still degrade sharply under low illumination, headlight glare, 

rain, haze, and partial occlusion. Thermal-visible fusion addresses this limitation by combining the textural richness of RGB 

imagery with the illumination-invariant heat signatures captured by long-wave infrared sensors. This paper presents a 

structured research study on pedestrian detection enhancement via thermal-visual fusion. The study has two goals: first, to 

synthesize the evolution of the field across benchmark datasets, fusion strategies, and deep architectures; second, to formulate 

a practical reliability-aware fusion pipeline suitable for student implementation and comparative evaluation. The paper 

organizes prior work from early aggregated channel features to attention-based and transformer-based multimodal detectors, 

and it analyzes why mid-level fusion, modality alignment, and illumination-aware weighting consistently outperform naive 

input-level concatenation. Quantitative evidence compiled from public KAIST, LLVIP, and FLIR benchmark reports shows 

that multispectral fusion reduces miss rate substantially compared with single-modality baselines and produces more stable 

day-night behavior. Building on those observations, a proposed architecture is described that integrates modality-specific 

encoders, geometric alignment, channel-spatial attention, confidence-guided feature fusion, and a lightweight one-stage 

detection head. The paper further outlines a reproducible evaluation plan, implementation parameters, failure taxonomy, and 

future research opportunities including infrared-centric reasoning, transformer fusion, uncertainty estimation, and edge 

deployment. The presented results are benchmark-oriented comparative findings synthesized from the literature and are 

intended to guide future experimental work rather than claim a new private leaderboard. 

IndexTerms - Thermal-Visual Fusion, Multispectral Pedestrian Detection, Infrared Imaging, Feature Fusion, 

Low-Light Perception, Intelligent Transportation. 

I. INTRODUCTION 

Pedestrian detection is one of the most important perceptual capabilities in safety-aware computer vision because missed 

or delayed recognition directly affects collision avoidance, path planning, and situation awareness. In practice, however, many 

conventional detectors are still dominated by visible-spectrum cues such as color, gradient, texture, and shape. These cues are 

effective during daytime and in high-contrast urban scenes, but their reliability drops under low illumination, backlighting, 

smoke, rain, motion blur, and background clutter. The challenge is especially severe in evening driving and roadside 

surveillance, where pedestrians may occupy only a small number of pixels and their appearance changes rapidly with pose, 

clothing, and occlusion. 

Thermal imaging offers a complementary sensing mechanism. Rather than measuring reflected visible light, thermal 

sensors record long-wave infrared radiation emitted by objects. Humans therefore remain comparatively salient in thermal 

imagery even when scene illumination is weak. This modality is not a universal substitute for RGB imagery because thermal 

frames often lose fine edges, textural cues, and contextual semantics. But when paired with a visible camera, the two streams 

can compensate for one another. RGB improves semantic discrimination and spatial detail in clear daylight, while thermal 

images preserve target conspicuity at night and in difficult lighting [1], [2]. 

The research community has consequently shifted from unimodal pedestrian detectors toward multispectral and RGB-

thermal systems. The KAIST benchmark established the first widely adopted aligned color-thermal pedestrian dataset and 

showed that multispectral aggregated channel features reduced average miss rate relative to visible-only baselines [1]. Later 

deep models demonstrated that fusion is not simply a matter of stacking channels. The stage at which information is fused, 

the degree of cross-modal alignment, the method used to weigh each modality, and the design of the detection head all 

influence final accuracy [2]-[5]. 

Recent progress can be grouped into three main trends. The first trend focuses on architectural placement of fusion, 

comparing input fusion, early fusion, middle or halfway fusion, late fusion, and decision-level aggregation. The second trend 

addresses modality imbalance and weak alignment; this line of work includes illumination-aware gating, region feature 

alignment, cross-image affinity, and attention-based recalibration [4], [5], [7]. The third trend expands the benchmark 

ecosystem through datasets such as LLVIP for low-light paired visible-infrared images and FLIR for automotive thermal-

visible detection, encouraging models that generalize beyond a single scene style or annotation protocol [6]. 

Despite this progress, several engineering questions remain unresolved for student projects and practical deployments. 

Which fusion level is the most computationally efficient? When should the thermal branch dominate the decision? How should 

a detector behave when one modality is noisy, shifted, saturated, or partially missing? What metrics best capture safety 

relevance under day and night conditions? A good research paper on thermal-visual fusion should therefore move beyond a 

simple method summary and explain the design logic that links sensing, representation, fusion, and evaluation. 

The present paper addresses that need. It studies pedestrian detection enhancement via thermal-visual fusion as both a 

literature-backed analytical problem and a design problem. The paper reviews benchmark datasets and representative models, 
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identifies the most persistent research gaps, proposes a reliability-aware fusion framework, and organizes the comparative 

evidence into tables and charts for direct use in a student presentation or project report. 

II. OBJECTIVES AND RESEARCH QUESTIONS 

The central objective of this study is to explain how thermal-visual fusion improves pedestrian detection quality under 

conditions where a single modality is fragile. A secondary objective is to formulate a compact yet technically rigorous 

implementation plan that can be reproduced with contemporary open datasets and commodity GPUs. This dual emphasis 

allows the paper to function as both a review and a blueprint for future experimentation. 

Four research questions guide the study. First, what operational weaknesses of visible-only pedestrian detection are most 

consistently addressed by thermal sensing? Second, which fusion stage produces the best balance between accuracy and 

computational complexity? Third, how do alignment, illumination awareness, and cross-modal attention affect reported 

benchmark performance? Fourth, what methodological choices should be prioritized when a student team implements its own 

fusion detector? 

III. LITERATURE SURVEY 

A. Evolution of Multispectral Pedestrian Detection 

Early multispectral pedestrian detection methods adapted handcrafted descriptors to the RGB-thermal setting. Hwang et 

al. introduced the KAIST benchmark and extended aggregated channel features so that visible and thermal inputs could be 

processed together [1]. This foundational work was significant not only because it provided a dataset, but because it formally 

demonstrated the measurable complementarity between modalities. Nevertheless, handcrafted pipelines struggled to adapt to 

complex occlusion patterns and wide appearance changes. 

The first major deep learning shift came with dual-stream convolutional detectors. Liu et al. analyzed multispectral fusion 

in a Faster R-CNN style framework and compared low-level, middle-level, high-level, and score-level fusion. Their Halfway 

Fusion model showed that middle-level fusion of semantically meaningful yet still spatially informative features worked better 

than naive channel concatenation [2]. This finding has shaped much of the later literature because it supports the intuition that 

the detector should first extract modality-specific primitives before combining them. 

Two-stage designs subsequently improved robustness. Li et al. proposed MSDS-RCNN, a system that jointly optimized 

detection and segmentation while using a multispectral proposal network followed by a multispectral classification network 

[3]. The segmentation signal helped suppress hard negatives and improve localization under cluttered backgrounds. Around 

the same time, illumination-aware methods introduced explicit gating between modalities, allowing the detector to assign 

larger weight to RGB features in well-lit scenes and to thermal features in darker conditions. 

Misalignment then emerged as a central issue. Real RGB and thermal pairs are rarely perfectly registered, even when 

captured with carefully designed hardware. Small parallax differences, lens distortions, and asynchronous sensor behavior 

can push the same pedestrian to slightly different coordinates in each branch. Zhang et al. addressed this problem with AR-

CNN, which introduced region feature alignment and a paired annotation protocol for KAIST [4]. Their work is important 

because it reframed fusion as a geometric correspondence problem rather than a pure feature aggregation problem. 

Another influential direction focused on modality imbalance. Zhou et al. observed that one modality can dominate 

optimization and prevent the network from learning complementary cues effectively [5]. Their MBNet introduced differential 

modality-aware fusion and illumination-aware feature alignment, arguing that multispectral training should explicitly balance 

contributions from both streams. This idea remains relevant in newer transformer-based models, where the stronger modality 

can still overshadow the weaker branch if fusion is not carefully regularized. 

B. Datasets and Benchmark Ecosystem 

The release of LLVIP broadened the field beyond the original KAIST setting. Jia et al. published a large paired visible-

infrared dataset with pedestrian labels for very dark scenes, making it possible to evaluate detection and fusion in illumination 

conditions that are even harsher than common urban night-driving benchmarks [6]. Automotive datasets such as FLIR added 

additional realism through road scenes, more varied classes, and practical sensor configurations. Together, KAIST, LLVIP, 

and FLIR now serve complementary roles: KAIST for standardized pedestrian benchmarking, LLVIP for extreme low-light 

evaluation, and FLIR for broader ADAS-style multispectral detection. 

From 2021 onward, attention mechanisms became prominent. Cao et al. studied one-stage multispectral detection with a 

channel feature fusion module and reported that Halfway Fusion produced the lowest miss rate among multiple fusion stages 

on KAIST and Utokyo [7]. This result supports the broader conclusion that early pixel-level fusion is usually too weak 

semantically, while late fusion may wait too long and lose complementary localization evidence. Mid-level fusion remains 

the most stable compromise. 

TABLE I 

DATASET COMPARISON FOR THERMAL-VISUAL PEDESTRIAN DETECTION 

Benchmark Modalities Scale Primary use 

KAIST RGB+LWIR 95k pairs Standard pedestrian benchmark 

LLVIP Vis+IR 16.8k pairs Extreme low-light scenes 

FLIR RGB+Thermal 26.4k frames ADAS-style road evaluation 

UTokyo 
RGB/NIR/MIR/FI

R 
7.5k sets Cross-spectral comparison 
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Figure 1. Relative scale of commonly cited public datasets used in thermal-visual pedestrian detection [1], [6], [13]. 

C. Fusion Levels and Attention Mechanisms 

Recent studies further incorporate transformer interaction, multi-scale feature pyramids, semantic cross-attention, and task-

specific recalibration. ICAFusion uses iterative cross-attention to model long-range complementary relationships across 

modalities [8]. INSANet improves feature fusion through intra- and inter-spectral attention [9]. IACMDF introduces 

illumination-aware differential fusion, showing improved day-night balance on KAIST [10]. TCCDNet and other 2025 

models report strong cross-dataset performance by combining deep semantic fusion with calibration between local detail and 

global context [11]. 

The literature therefore indicates a clear evolution: from handcrafted descriptors to dual-stream CNNs, from fixed fusion 

to adaptive fusion, from coarse alignment assumptions to alignment-aware learning, and from shallow feature stacking to 

cross-attention-driven semantic interaction. The field has become increasingly aware that the best thermal-visual detector is 

not merely multimodal; it must also be confidence-aware, scale-aware, and geometry-aware. 

TABLE II 

COMPARISON OF FUSION STRATEGIES 

Strategy Fusion level Main advantage Key limitation 

Input Pixel Easy to implement Weak semantics, shift sensitive 

Early Shallow Keeps local detail Noise and misalignment persist 

Halfway Mid-level 
Strong accuracy/efficiency trade-

off 
Needs branch calibration 

Late Deep Simple branch independence Less localization synergy 

Decision Scores Good fallback behavior Limited feature interaction 
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Figure 2. Reported KAIST reasonable miss rates for different fusion stages, showing the advantage of mid-level fusion [7]. 

IV. RESEARCH GAPS AND PROBLEM STATEMENT 

Although performance has improved rapidly, four research gaps are repeatedly visible in the literature. The first is 

robustness to partial modality failure. Most published architectures assume that both RGB and thermal inputs are present and 

usable. In practice, thermal sensors may saturate around hot engines, while RGB sensors may fail under glare or heavy rain. 

A strong fusion framework should degrade gracefully and should estimate per-modality reliability instead of hard-coding 

fixed weights. 

The second gap is domain transfer. Many methods are tuned for a specific dataset annotation protocol or alignment 

property. A model that performs strongly on KAIST may not retain the same relative advantage on FLIR or LLVIP because 

the scene composition, target size, sensor alignment, and class distribution differ. This motivates research into modality 

calibration, pseudo-label transfer, and cross-dataset evaluation [12]. 

The third gap is efficiency. Two-stream models double memory and computation if implemented naively. While this cost 

is acceptable for offline analysis, real-time ADAS or roadside embedded systems require compact backbones, lightweight 

necks, and efficient attention modules. The most practical student design must therefore use fusion only where it adds clear 

information value. 

The fourth gap is interpretability in safety-critical settings. Pedestrian detectors are often evaluated through miss rate or 

mAP alone, yet deployment decisions depend on understanding when the detector fails and why. A research study should 

consequently include error taxonomies, day-night sensitivity analysis, and qualitative explanations of how the fused 

representation responds to occlusion, clutter, and misalignment. 

V. PROPOSED METHODOLOGY 

A. System Architecture 

Based on the literature review, this paper proposes a reliability-aware thermal–visual fusion architecture designed for 

pedestrian detection in urban scenes. The design principle is simple: allow each modality to learn independently at low levels, 

align the two streams before full semantic divergence, and fuse them through weights that reflect current imaging conditions. 

The system is therefore organized into modality-specific stems, a mid-level alignment module, a confidence-guided fusion 

block, a feature pyramid, and a lightweight one-stage detection head. 

Let 𝐼𝑣and 𝐼𝑡denote the visible and thermal input images. Each branch extracts feature maps at multiple levels: 

𝑭𝒗
𝒍 = 𝑬𝒗

𝒍 (𝑰𝒗) 
𝑭𝒕
𝒍 = 𝑬𝒕

𝒍(𝑰𝒕) 
 

where 𝑙indexes the pyramid stage. Shallow blocks are kept modality-specific so that RGB preserves fine texture while 

thermal preserves target saliency. 

Before fusion, an alignment subnetwork estimates local offsets between branches to compensate for residual positional 

shifts. This step is essential because even small cross-modal misalignments can blur fused features and confuse the detector 

around limbs and object boundaries. 

After alignment, the proposed model performs mid-level fusion. A compact gating function produces reliability weights 

for each modality: 

[𝒘𝒗,  𝒘𝒕] = 𝐬𝐨𝐟𝐭𝐦𝐚𝐱 (𝒈([𝑭𝒗
𝒍 ,  𝑭𝒕

𝒍 ,  𝒂,  𝒆])) 

 

where 𝑎is the alignment confidence term and 𝑒is the illumination embedding. 
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The fused feature representation is defined as: 

𝑭𝒇
𝒍 = 𝒘𝒗 ⊙𝝓𝒗(𝑭𝒗

𝒍 ) + 𝒘𝒕 ⊙𝝓𝒕(𝑭𝒕
𝒍) + 𝝍(𝑭𝒗

𝒍 , 𝑭𝒕
𝒍) 

 

where ⊙denotes element-wise multiplication, 𝜙𝑣(⋅)and 𝜙𝑡(⋅)are modality-specific transformations, and 𝜓(⋅)models 

cross-modal interaction using channel-spatial attention. 

The first two terms preserve modality-specific evidence, while the interaction term captures complementary information 

between modalities. In bright scenes, the gating mechanism emphasizes RGB features, whereas in low-light conditions, 

thermal features dominate localization. This behavior aligns with illumination-aware strategies used in prior works. 

A feature pyramid network (FPN) aggregates fused features across multiple scales because pedestrians appear at varying 

sizes and distances in real-world scenes. Small pedestrians benefit from high-resolution shallow features, whereas distant or 

occluded pedestrians benefit from deeper semantic representations. The network therefore integrates top-down semantic 

propagation with lateral connections so that each pyramid level contains both fine spatial details and contextual information. 

 
Figure 3. Conceptual architecture of the proposed reliability-aware thermal-visual fusion detector. 

B. Fusion Rule and Loss Design 

The final prediction head is one-stage and can be either anchor-based or anchor-free depending on implementation 

preference. For a student project, a YOLO-style head is attractive because it simplifies training, supports fast inference, and 

has been successfully applied in multispectral studies. 

The overall loss function can be expressed as: 

𝑳 = 𝝀cls 𝑳cls + 𝝀box 𝑳box + 𝝀iou 𝑳iou + 𝝀align 𝑳align + 𝝀mod 𝑳mod 

 

where: 

 𝐿cls= classification loss  

 𝐿box= bounding box regression loss  

 𝐿iou= intersection-over-union loss  

 𝐿align= alignment loss  

 𝐿mod= modality regularization loss  

 𝜆terms are weighting coefficients for each component  

The additional alignment and modality regularization terms help stabilize cross-modal calibration. In particular, the 

modality term penalizes collapse toward a single dominant branch and encourages the preservation of complementary 

information during training. 

Data preprocessing is equally important for model performance. RGB and thermal frames should be resized jointly, 

normalized independently, and augmented using operations that preserve multimodal consistency. Typical augmentations 

include random horizontal flipping, slight translation, blur, fog simulation, thermal gain jitter, and random modality dropout. 

The modality dropout strategy is especially effective, as it forces the network to remain robust and prevents catastrophic 

failure when one modality becomes unreliable or degraded. 
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C. Expected Operating Behavior 

The expected behavior of the proposed design can be described qualitatively. In daytime scenes with strong color edges, 

the RGB stream contributes semantic discrimination such as clothing boundary, shadow shape, and scene structure. In 

nighttime or low-contrast scenes, the thermal stream provides superior target localization. Under partial occlusion, cross-

modal attention allows the model to preserve whichever branch still contains informative evidence. This is why the 

architecture emphasizes reliability-aware calibration rather than fixed equal fusion. 

Although the present paper does not claim a newly trained private model, the proposed methodology is deliberately 

implementation ready. Each module corresponds to a concrete design choice supported by literature: geometry handling from 

AR-CNN, modality balancing from MBNet, mid-level fusion from Halfway Fusion studies, and efficient attention from recent 

one-stage and transformer-based fusion models [2], [4], [5], [7]-[11]. 

TABLE III 

REPRESENTATIVE MODELS AND REPORTED PERFORMANCE TRENDS 

Method Year MR (%) Main contribution 

ACF 2015 47.32 Benchmark handcrafted baseline 

Halfway Fusion 2016 25.75 Established mid-level fusion 

MSDS-RCNN 2018 11.34 Detection plus segmentation 

AR-CNN 2019 9.34 Alignment-aware region fusion 

MBNet 2020 8.13 Modality balance and gating 

MLPD 2022 7.58 Efficient multispectral detector 

IACMDF 2023 6.17 Illumination-aware differential fusion 

TCCDNet 2025 7.87 Deep semantic complementarity 

VI. ANALYSIS AND EXPERIMENTAL DESIGN 

A. Data Collection and Software-Hardware Environment 

A reproducible evaluation plan is essential for comparing thermal-visual fusion strategies fairly. The recommended 

primary dataset is KAIST because it remains the most widely cited pedestrian benchmark and supports direct comparison 

with a long history of reported miss rates [1]. LLVIP should be included as a low-light stress test because it contains strictly 

paired visible-infrared images collected largely in very dark conditions [6]. FLIR or FLIR-aligned can serve as an 

automotive-style benchmark with broader scene diversity and mAP-based reporting. 

For student implementation, a practical environment consists of Ubuntu 22.04, Python 3.10, PyTorch 2.x, CUDA-

enabled training on a single GPU with at least 8 GB memory, OpenCV for preprocessing, and Albumentations or a similar 

library for synchronized augmentation. Training can begin with 640 x 512 or comparable resolution, batch size 4 to 8, 

AdamW or SGD optimization, cosine learning-rate decay, and early stopping based on validation miss rate or mAP. Mixed 

precision is recommended to reduce memory usage. 

TABLE IV 

SUGGESTED STUDENT IMPLEMENTATION CONFIGURATION 

Component Recommended choice Reason 

Framework PyTorch 2.x, CUDA, OpenCV 
Strong ecosystem for detection and multimodal 

training 

Backbone Lightweight dual-stream CSP/ResNet Balances accuracy and deployability 

Input size Approx. 640 x 512 Fits common 8 GB GPUs while preserving detail 

Optimizer AdamW or SGD with cosine decay Stable convergence for detection tasks 

Augmentation 
Flip, blur, fog, jitter, modality 

dropout 
Improves robustness to real scene degradation 

Metrics MR, mAP50, day/night split, FPS Covers accuracy and deployment relevance 

B. Evaluation Metrics and Ablation Plan 

Evaluation should include at least four metrics. The first is log-average miss rate on the KAIST reasonable subset because 

it remains the standard measure in multispectral pedestrian detection. The second is mAP50 or mAP50:95 on datasets such as 

FLIR and LLVIP, where object-detection reporting is more common. The third is day-night split performance, since 

multimodal detectors often show very different behavior across illumination regimes. The fourth is inference efficiency 

measured in frames per second or milliseconds per frame, because deployment feasibility matters in practical road systems.  

Ablation experiments should isolate the contribution of each fusion design choice. Useful ablations include RGB only, 

thermal only, input-level fusion, midpoint fusion without alignment, midpoint fusion with alignment, midpoint fusion with 

reliability gate, and the full model with modality dropout. These comparisons reveal whether accuracy gains come from the 

second modality itself, from the chosen fusion level, or from the reliability mechanisms layered on top. 

Qualitative analysis is just as important as aggregate numbers. A detector should be inspected on scenes containing 

backlighting, pedestrian groups, reflections, partial occlusion by parked vehicles, and distant small targets. Visualization of 

feature maps or attention weights can help show whether the model switches to thermal evidence at night and whether the 

fusion block suppresses background clutter from either branch. 
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Finally, it is good scientific practice to state clearly whether reported values come from direct experiments or from 

published literature. In this paper, the quantitative tables and charts synthesize public benchmark numbers reported by prior 

authors. Their purpose is to structure the design space and motivate the proposed architecture. 

VII. BENCHMARK-ORIENTED RESULTS 

A. Effect of Fusion Stage 

The comparative evidence from public benchmarks confirms three consistent patterns. First, multispectral fusion is 

substantially better than visible-only or thermal-only detection. On KAIST, reported reasonable miss rate drops from 20.50% 

for color-only and 16.64% for thermal-only to 4.91% for halfway fusion in the analysis of Cao et al. [7]. This margin is too 

large to attribute to minor tuning alone; it demonstrates genuine complementarity between modalities. 

Second, fusion stage matters. Input-level fusion performs far worse than well-designed mid-level fusion because raw 

channel concatenation mixes modalities before the network has extracted stable modality-specific structure. Late fusion is 

also suboptimal because by the time predictions are merged, the detector may have already lost localization information that 

would have benefited from earlier interaction. Mid-level and direct fusion strategies therefore tend to produce the best balance 

of semantics and spatial precision [2], [7]. 

B. Progress Across Representative Methods 

Third, the field has progressed rapidly over time on KAIST. Handcrafted or early deep baselines reported miss rates above 

25%, but later models such as MSDS-RCNN, AR-CNN, MBNet, MLPD, and IACMDF pushed performance close to the 6-

8% range on comparable evaluation settings [3]-[5], [10]. Recent 2025 methods continue this trend, though differences in 

annotation protocol and benchmark split mean results should still be compared carefully [11]. 

Cross-dataset evidence also shows that thermal-visual fusion generalizes beyond one benchmark style. LLVIP 

demonstrates the benefit of infrared cues in very dark scenes where visible images lose effective target regions [6]. On FLIR, 

multispectral methods can improve person detection and robustness in automotive settings, especially around edge objects, 

clutter, and distant targets [11], [13]. However, absolute scores across datasets are not directly interchangeable because KAIST 

often reports miss rate while FLIR and LLVIP commonly report mAP. 

 
Figure 4. Representative progress on the KAIST benchmark using reported miss rates from published methods [1]-[5], [10], 

[11]. 

C. Illumination Sensitivity and Stability 

The literature also indicates that day-night behavior is more stable in multispectral detectors than in single-modality 

systems. Methods with illumination-aware weighting show smaller performance gaps across lighting conditions because they 

reallocate emphasis toward the branch that remains informative [5], [10]. This is precisely the rationale behind the reliability-

aware architecture proposed in this paper. 

In summary, the results support the main thesis: pedestrian detection is enhanced not simply by adding a second sensor, 

but by learning when and how to trust each sensor. Fusion quality depends on alignment, feature level, weighting strategy, 

and efficiency-aware architectural design. 
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Figure 5. Day-night miss-rate comparison for representative multispectral detectors compiled from published tables [7], 

[10], [14]

 

 

TABLE V 

COMMON FAILURE MODES AND FUSION-BASED MITIGATION 

Failure mode Typical cause Fusion-based mitigation 

Night-time miss RGB loses contrast and edge detail 
Increase thermal weight and preserve heat 

contours 

False positive on warm 

background 

Thermal clutter from engines or 

lamps 

Use RGB semantics and scene context to verify 

object shape 

Bounding-box drift Cross-modal misalignment Apply feature alignment before fusion 

Small distant pedestrian Low pixel count in both modalities 
Use feature pyramid and higher-resolution shallow 

maps 

Occluded group Partially visible body parts 
Cross-modal attention and context-aware detection 

head 

Sensor corruption 
Blur, rain, saturation, missing 

frame 
Reliability gate plus modality dropout training 

VIII. SCENARIO-BASED ANALYSIS 

A scenario-based interpretation helps translate benchmark numbers into engineering insight. In bright daytime 

intersections, RGB imagery usually carries the strongest semantic information because clothing boundaries, curb edges, lane 

markings, and background context are all visible. Thermal imagery still contributes by suppressing some camouflage effects, 

but it is rarely the dominant branch. By contrast, in dusk or poorly illuminated crossings, the thermal branch becomes 

increasingly valuable because visible detail degrades faster than thermal silhouette contrast. This transition region is exactly 

where reliability-aware fusion is most beneficial: the detector should not abruptly switch modalities, but should interpolate 

between them according to scene evidence. 

Night-time roadway scenes illustrate the main strength of thermal-visual fusion. Pedestrians can remain conspicuous in 

thermal frames even when RGB images are dark, noisy, or dominated by vehicle headlights. However, pure thermal detection 

can still struggle with fine boundary localization, hot background objects, and context loss. A fused detector therefore uses 

thermal cues for candidate generation and RGB cues, when available, for shape validation. This layered interpretation explains 

why many strong models show particularly large gains over RGB-only baselines at night. 

Adverse weather introduces a different kind of modality asymmetry. Rain, mist, and road spray can wash out visible detail, 

while thermal signatures may remain partially usable. At the same time, thermal sensors can be affected by temperature 

equalization, wet surfaces, and emissivity changes. The correct response is not to assume thermal dominance under all 

weather, but to learn whether either modality remains trustworthy in each spatial region. Region-wise attention is therefore 

preferable to one global scene-level weight. 

Crowded sidewalks and partial occlusion present another scenario where fusion is more subtle than simple brightness 

adaptation. RGB imagery may distinguish pedestrians by clothing pattern or boundary continuity, whereas thermal imagery 
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may highlight only exposed limbs or heads. Cross-modal feature interaction helps the detector merge these partial cues into a 

coherent pedestrian hypothesis. This explains why modern architectures often combine feature pyramids with channel-spatial 

attention rather than relying only on global scene classification. 

These scenario-level observations are important for evaluation. A detector that performs well on average but fails 

systematically in one safety-critical regime may still be unsuitable for deployment. Consequently, future experimental work 

should report scenario-tagged metrics such as night-with-glare, rain, heavy occlusion, and small-target distance bands in 

addition to aggregate miss rate or mAP. 

 
Figure 6. Qualitative modality utility across representative operating scenarios. Higher numbers indicate stronger expected 

contribution. 

IX. PRACTICAL DEPLOYMENT CONSIDERATIONS 

From a system perspective, a deployable thermal-visual pedestrian detector must interact with calibration, tracking, and 

alert generation modules. Sensor synchronization should be verified continuously because fusion quality drops when the 

temporal lag between RGB and thermal frames becomes comparable to pedestrian motion. Practical systems therefore benefit 

from periodic calibration checks, timestamp-aware buffering, and fallback logic when one sensor drops frames. 

Model compression is also relevant. Quantization, structured pruning, and knowledge distillation can reduce the cost of 

dual-stream inference. A practical engineering compromise is to keep a stronger thermal branch and a lighter RGB branch for 

night-dominant applications, or the reverse for day-dominant applications. Edge deployment does not necessarily require 

abandoning fusion; it requires choosing where the extra multimodal computation creates the highest safety value. 

Tracking can further stabilize detections across time. Even when a single frame is ambiguous, thermal-visual detections 

associated across adjacent frames can reduce false positives and preserve pedestrians during short-term occlusion. For 

transportation applications, the detector should therefore be considered part of a wider perception stack that includes temporal 

smoothing, motion estimation, and risk scoring. 

Another deployment concern is calibration drift and maintenance cost. Compared with a single RGB camera, a fused sensor 

suite demands more careful mounting, weather protection, and testing. These costs are justified when the target use case 

involves severe low-light exposure, high safety requirements, or near-24-hour operation. In lower-risk applications, a simpler 

visible-only detector may still be more economical. Thus, the choice to adopt thermal-visual fusion should be made with 

respect to risk profile as well as accuracy. 

Finally, evaluation in deployment should include not only mean accuracy but also fail-safe behavior. If the detector 

becomes uncertain, the surrounding system should respond conservatively. Integrating confidence calibration, uncertainty 

thresholds, and audit logs will make future multimodal pedestrian detectors more trustworthy and easier to certify in safety-

sensitive domains. 

X. DISCUSSION 

The evidence compiled in this paper suggests that thermal-visible fusion should be understood as conditional information 

selection rather than unconditional averaging. A pedestrian detector benefits from RGB texture during the day and from 

thermal contrast at night, but this benefit is not uniform across all scales, weather conditions, or scenes. Therefore, successful 

fusion modules behave like routing mechanisms that emphasize the right modality at the right place and time. 

This observation has practical implications. If a deployment scenario is dominated by nighttime surveillance, a thermal-

centric design may be preferable, with RGB serving as a semantic refinement branch. If the environment is primarily daytime 

urban driving, RGB may carry the main burden while thermal helps in shadowed or glare-heavy regions. The best architecture 

is thus tied to operational design domain, not only to benchmark score. 
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Another important point is annotation quality. Several influential papers improved performance not only through 

architecture but also through refined labels or paired annotation protocols [3], [4]. This means that reported gains in 

multispectral detection sometimes reflect both better modeling and better supervision. Students reproducing this field should 

therefore document dataset version and annotation source explicitly. 

There is also a trade-off between sophistication and deployability. Transformer fusion and cross-attention can improve 

complementarity modeling, but they may introduce latency. A compact halfway-fusion CNN with reliability gating may be a 

better engineering choice for embedded systems than a heavier dual-transformer network, even if the latter is marginally better 

on a benchmark. 

Finally, ethical and operational considerations should not be ignored. Thermal imaging can extend monitoring capability 

in darkness, which improves safety but also raises questions about continuous surveillance. In transportation settings, 

however, the primary motivation is collision prevention and risk reduction. Transparent reporting of failure cases, uncertainty, 

and operating conditions is essential if such systems are to be trusted in real deployments. 

XI. CONCLUSION 

This paper examined pedestrian detection enhancement via thermal-visual fusion through a benchmark-oriented research 

study and a practical design framework. The review of the literature shows that multispectral detectors consistently outperform 

unimodal baselines because RGB and thermal images provide complementary forms of evidence. The strongest gains come 

from mid-level or reliability-aware fusion, geometric alignment, and attention-based modulation that adapts to illumination 

conditions. 

A reliability-aware pipeline was proposed to integrate these findings into an implementation-ready architecture. The 

accompanying tables, charts, and design analysis indicate that the next phase of student work should focus on careful ablation, 

cross-dataset validation, and efficiency-aware deployment. Thermal-visible fusion is therefore not only an academic trend; it 

is a robust pathway toward safer perception in low-light and adverse operating conditions. 

XII. FUTURE SCOPE 

Future work should investigate infrared-centric fusion, uncertainty-aware decision making, and missing-modality 

robustness. Recent studies imply that thermal structure may deserve primary emphasis in especially dark or adverse scenes, 

with RGB acting as contextual support rather than the opposite. Explicit uncertainty estimation could also help the detector 

communicate when its predictions are unreliable. 

Additional promising directions include transformer-based cross-modal reasoning, lightweight fusion blocks for edge 

devices, domain adaptation from KAIST to FLIR and LLVIP, and broader evaluation under weather shift, sensor blur, and 

long-range pedestrian scenarios. A strong future project would combine these ideas with real-time optimization and a thorough 

safety-oriented failure analysis. 
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